7 ] =g Adversarial Dictionary Learnin
Olitis y g

Jordan Frecon, Lucas Anquetil, Gilles Gasso, Stéphane Canu

‘ INSTITUT NATIONAL
DES SCIENCES . . e
INSA ‘ ARPLIUEES Normandie Université
ROUEN NORMANDIE

Normandie Univ, INSA Rouen, LITIS, Normandie

Introduction and Proposed Framework

Attacks against autonomous vehicles How to craft adversarial examples? Adversarial dictionary learning: =(x;) = Dy;
‘ ! a Definition (Adversarial example x') ® Specific: for a given x; (s

\ 3 R, Given an observed (also called natural or clean) example x, x’ is X; = X; + £(x;)

R R e R D @ a slight modification of x (e.g. such that ||x — x'|| < ¢)

@ but having a different label prediction by f (i.e. fooling f)

argmax f(x';6) # argmax f(x;#8), (i) = 6 sign(VxH(f(xi; 8).y:)),
ke{l.....c} ke{1,....c} » DeepFool [MFF16]

=(x;) = argmin, || = ||, s.t. argmax, f(X + =; #) # argmax,f(x;; #) N

. : -~ minimize " £i(X; + Dv;) + M||vills + A2 Dv;3
2 \ T 3

3 5 N Camion Bateau £(x;) = argmax Z H(f(x +:0).y) st |ellp<e, D —{. . . . . . .]

: £ j=1 )

» FGSM [GSS15, KGB17]

e Universal [MDFFF17]: for any example bv 5

W
adversary sparse =; small
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Algorithmic Solution

Full-batch version: ADIL The proximal step Convergence Stochastic version: SADIL
minimize £(D, V) = F(D, V) +Q(D, V)
3::_3,,,';';, (DK+1/2) y(k+1/2)y — aramin F(D, V) + (D, V), Two ingredients: an alternating scheme
DERP>M Theorem (Convergence [BLP*17]) . .
@ Smooth supervised fitting term VERM:N Vi) = Soft, », (V(k) — % VF(D®, V(k))) ,
The proximal step Let {D%) V¥, .. be the sequence of ADIL Algorithm 1. Then, Dk — proj, ( DY) _ % F(DK) V“‘*”))
N Sy ‘. k k - 2 : . 1 !
. @ each limit point of {D) vk}, _, tati t of ADIL
F(D v) = Z /\2”va”2 4+ H(f(X, + Dv; 9),1’,‘) D(k+1/2) D(k) k) k) eac (:(I;?I ;()ko)m (0 { }kem IS a.s' O{')afyﬁ'x)ln. (0) I )
e yik+1/2) | =ProXya (| k) | — wVF(D™, V) |, o {L(D'™, V™) }y.n converges to the limit point objective value V F: random estimate of the gradient on a mini-batch By ~ {1,..., N}
@ Non-smooth regularization Q being separable, it yields that In addition, if L satisfies the Kurdyka-t.ojasiewicz property at any point, VF(D,V) = N Y VF(D.V).
N then the sequence converges to a stationary point of ADiL B | icB
QD, V) =1(D)+ Y MlVilh, €={D|Ym,|ldul> <1} (D("+‘-"'2’ B (Projc (DY) — 4V pF(D®), V) ’ k
R e ARRIER 22 e VU1/2) |7 \Softya, (VI — 1V vF(DM), Vi) ) For [Bx| = N, we recover PALM

A sparse representation for a better dictionary

Defense

Generation of adversary examples Two examples of ADIL attacks for LeNet on CIFAR-10 Defense mechanism Defense mechanism for LeNet on CIFAR-10

Problem (Defense mechanism)

Design of adversarial pertu rbations to unseen examples. Original image Perturbation Added Perturbation Subtracted Adversarial image
minimize E  H(f(x;0),y) , (1)
00  {x.y}~DuA
@ Use ADIL with fixed Dto find v{¥) where D U A is the augmented training set Macker 2 atoms | 5 atoms | 10 atoms | 15 atoms | 20 atoms
No Defense | 25.78% | 56.25% | 60.15% | 46.09% | 57.81%
Q Project onto the input manifold X' € RP __Original image  Perturbation Added Perturbation Subtracted Adversarial image Two manners of constructing the adversarial set with correct Iabellng With Defense | 15.62% | 30.46% 53.90% 44.53% 56.25%

| ‘ | | » (Adversarial training) A = { x; + f)\‘/,-, )7 fV_ i
— Prai K -
X" = Projy (X + DVt )) (Noise injection) A = {x; + Dz y;} , with z; ~ Laplace(0, b) ,

where b is estimated by fitting a Laplacian distribution to the v;’s.

Numerical Results

Dictionary of ADIL attacks for LeNet on CIFAR-10 Experimental results: LeNet classifier on CIFAR-10 Experimental results on ResNet18 classifier Conclusion

rMSE: (1/|72]) 173 1| Dvil|2/]|xi|

d;* d;' ' d)! ' o d' dy .
| e — e PGD | DeepFool | C&W ADIL UAP ° A'new way to generate adversarial examples
] S . O o 3atoms 30 atoms CIEAR-10 Fool. Rate | 54.69% 74.22% 74.22% | 90.63% | 77.34% @ with a universal component D
o1 R goo| ¥ Sowen, & Dasows ’ MSE 0.0091 0.0056 0032 | 0.071 | 0747 » interpretable?
i " Cos).® . Fool. Rate | 22.66% | 17.19% [ 391% | 38.28% | 100% » transferable?
- - - - - - - Lo [ =i Dos mageNet —nisE 0.00054 | 0.00022 | 0.00025 | 0.0458 | 1.52 i .
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il (VRN |} 5 - e 2 . . @ improve the defence mechanism to train robust NN
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